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Abstract

Drone swarms have great potential to convey sensor information. However, a swarm may have a very high degree of topology
dynamics. This impedes the sensor data distribution from the sensor node to consumers which are external to the swarm. A high
sensor data rate requires reliable and efficient forwarding between the sensor and the consumer. This often makes unicast the
preferred data forwarding method. But routing protocols struggle to achieve stable paths in high-mobile topologies. This makes
unicast forwarding without suffering substantial packet loss very difficult. In this paper, we investigate how the swarm nodes can
help to provide a stable path for the duration of a sensor data transfer. Stability is achieved by freezing the positions of the swarm
nodes for the duration of the unicast flow. We investigate three different mechanisms to trigger this freeze, where two are based on
the Ad-hoc On-demand Distance Vector (AODV) routing protocol. The results are very promising, with throughput for one flow
remaining stable at almost 100% with 20 m/s swarm mobility, compared to the baseline results of 82% throughput. The results also
indicate that even swarms without reactive routing may benefit from the freeze method to provide stable unicast paths as required.
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1. Introduction

Sensor swarms can be very effective information collectors in military operations. A swarm consists of a high
number of coordinated units that can provide an omnidirectional coverage over a target area. Distributed control makes
the swarm resilient to losses. The units can carry different sets of sensors or even weapons, allowing for flexible and
fine-grained data collection, engagement, and battle damage assessment.

A drone swarm may consist of a considerable number of Unmanned Aerial Vehicles (UAVs), coordinating through
wireless communications. The swarm network is responsible for conveying information between participating swarm
nodes and to external end-users. Information to external users is often associated with multi-hop networking and are
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thus challenged with stale links due to mobility. Such information includes sensor information, which is bandwidth-
intensive and has interest primarily for an end-user beyond the swarm, e.g. at a ground station.

Distributed ad hoc networks, and in particular Flying Ad Hoc Networks (FANETs), are characterized by a high
degree of topology changes. Unicast routing in such networks struggles with numerous challenges, spanning from
interference and hidden nodes, to mobility causing both fluctuating links and link breaks. Mobility, and thus link
breaks, challenges routing and further traffic forwarding. The ability to maintain valid and stable routes is the utmost
critical factor to ensure uninterrupted data delivery between nodes. The ability to provide stable paths decreases with
the number of hops between source and destination along with the mobility pattern.

The topology mobility, the greatest challenge of swarm communications, can also be turned to an advantage. The
swarm nodes that take part in the forwarding of unicast traffic can stay still (freeze) to ensure a stable path for the
duration of the unicast transfer. Freezing a subset of the swarm nodes will have a functionality cost for the swarm,
leading to less freedom of mobility than if none of the nodes froze.

The solutions in this paper are best suited for rotary-wing aircraft. While a fixed-wing aircraft could achieve freez-
ing in place by circling a position, aspects such as antenna propagation patterns will pose additional challenges which
are not addressed in this paper.

In this paper, we propose solutions to freeze the nodes that make up the path of a unicast traffic flow in a swarm
for the duration of the flow. Two of three investigated solutions are based on a reactive routing protocol. The reactive
routing protocol we employ is the Ad-hoc On-demand Distance Vector (AODV) [4]. The rest of the paper is structured
as follows: In Section 2, we discuss related work. We present the most important parts of AODV for our purposes in
Section 3. In Section 4, we elaborate on the challenges facing unicast traffic in a swarm. In Section 5, we present our
solutions to the unicast mobility problem. The solutions are put to the test in a simulation study presented in Section 6.
In Section 7, we conclude the paper with some proposed next steps.

2. Related work

Rahman et al. in [10] propose an algorithm to maximize the throughput by positioning the UAVs in a software-
defined disaster UAV communication network. The algorithm used the information about network topology as well
as data rate demands and paths of flows, and obtained an average throughput enhancement of 26% by optimally
positioning the UAVs.

Landmark et al. in [6] show how unicast and broadcast/multicast differ in terms of robustness, and propose a
combination of the two communication types to improve robustness in a ground-based MANET supported by a UAV.

In [9], the authors propose simple practical behaviors for a UAV supporting a ground-based MANET, to position
the UAV optimally. A connectivity-oriented flight planning algorithm for UAV swarm nodes is proposed in [11].
Finally, in [12], the trade-off between spatial coverage and connectivity for a UAV network is investigated.

3. The AODV routing protocol

Two of the three solutions in our work rely on standard signaling mechanisms for reactive routing. Reactive routing
connects any two interacting nodes on demand. Hence, the routing protocol neither creates nor maintains unused
routes. We base the implementation on AODV [4] as an example of a generic reactive routing protocol.

The basic functionality of AODV is as follows: When a route to a new destination is needed, the node broadcasts
a Route REQuest (RREQ) to find a route to the destination. A route is found when the RREQ reaches either the
destination itself, or an intermediate node with a valid route to the destination. If the node receiving the RREQ is
neither the destination nor has a valid route, the RREQ is forwarded by broadcast once by the receiving node. The
RREQ is forwarded until exceeding the configured hop limit, the Time-to-Live (TTL).

A route is not operational before a Route REPly (RREP) is sent back to the originator of the RREQ. Each node
that receives the RREQ caches a route back to the originator of the request, so that the RREP can be unicast by the
destination along a path to that originator, or likewise from any intermediate node that is able to satisfy the request.

AODV can differentiate between who is allowed to respond to RREQ, and further reply with RREP. This is con-
figured by the ”Destination Only” (D)-flag. Intermediate nodes are allowed to respond to a RREQ only if the D-flag
is not set. If the D-flag is set, only the destination itself is allowed to reply with a RREP. The ”Gratuitous Reply”
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thus challenged with stale links due to mobility. Such information includes sensor information, which is bandwidth-
intensive and has interest primarily for an end-user beyond the swarm, e.g. at a ground station.

Distributed ad hoc networks, and in particular Flying Ad Hoc Networks (FANETs), are characterized by a high
degree of topology changes. Unicast routing in such networks struggles with numerous challenges, spanning from
interference and hidden nodes, to mobility causing both fluctuating links and link breaks. Mobility, and thus link
breaks, challenges routing and further traffic forwarding. The ability to maintain valid and stable routes is the utmost
critical factor to ensure uninterrupted data delivery between nodes. The ability to provide stable paths decreases with
the number of hops between source and destination along with the mobility pattern.

The topology mobility, the greatest challenge of swarm communications, can also be turned to an advantage. The
swarm nodes that take part in the forwarding of unicast traffic can stay still (freeze) to ensure a stable path for the
duration of the unicast transfer. Freezing a subset of the swarm nodes will have a functionality cost for the swarm,
leading to less freedom of mobility than if none of the nodes froze.

The solutions in this paper are best suited for rotary-wing aircraft. While a fixed-wing aircraft could achieve freez-
ing in place by circling a position, aspects such as antenna propagation patterns will pose additional challenges which
are not addressed in this paper.

In this paper, we propose solutions to freeze the nodes that make up the path of a unicast traffic flow in a swarm
for the duration of the flow. Two of three investigated solutions are based on a reactive routing protocol. The reactive
routing protocol we employ is the Ad-hoc On-demand Distance Vector (AODV) [4]. The rest of the paper is structured
as follows: In Section 2, we discuss related work. We present the most important parts of AODV for our purposes in
Section 3. In Section 4, we elaborate on the challenges facing unicast traffic in a swarm. In Section 5, we present our
solutions to the unicast mobility problem. The solutions are put to the test in a simulation study presented in Section 6.
In Section 7, we conclude the paper with some proposed next steps.

2. Related work

Rahman et al. in [10] propose an algorithm to maximize the throughput by positioning the UAVs in a software-
defined disaster UAV communication network. The algorithm used the information about network topology as well
as data rate demands and paths of flows, and obtained an average throughput enhancement of 26% by optimally
positioning the UAVs.

Landmark et al. in [6] show how unicast and broadcast/multicast differ in terms of robustness, and propose a
combination of the two communication types to improve robustness in a ground-based MANET supported by a UAV.

In [9], the authors propose simple practical behaviors for a UAV supporting a ground-based MANET, to position
the UAV optimally. A connectivity-oriented flight planning algorithm for UAV swarm nodes is proposed in [11].
Finally, in [12], the trade-off between spatial coverage and connectivity for a UAV network is investigated.

3. The AODV routing protocol

Two of the three solutions in our work rely on standard signaling mechanisms for reactive routing. Reactive routing
connects any two interacting nodes on demand. Hence, the routing protocol neither creates nor maintains unused
routes. We base the implementation on AODV [4] as an example of a generic reactive routing protocol.

The basic functionality of AODV is as follows: When a route to a new destination is needed, the node broadcasts
a Route REQuest (RREQ) to find a route to the destination. A route is found when the RREQ reaches either the
destination itself, or an intermediate node with a valid route to the destination. If the node receiving the RREQ is
neither the destination nor has a valid route, the RREQ is forwarded by broadcast once by the receiving node. The
RREQ is forwarded until exceeding the configured hop limit, the Time-to-Live (TTL).

A route is not operational before a Route REPly (RREP) is sent back to the originator of the RREQ. Each node
that receives the RREQ caches a route back to the originator of the request, so that the RREP can be unicast by the
destination along a path to that originator, or likewise from any intermediate node that is able to satisfy the request.

AODV can differentiate between who is allowed to respond to RREQ, and further reply with RREP. This is con-
figured by the ”Destination Only” (D)-flag. Intermediate nodes are allowed to respond to a RREQ only if the D-flag
is not set. If the D-flag is set, only the destination itself is allowed to reply with a RREP. The ”Gratuitous Reply”
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(G)-flag is a flag that controls how AODV acts when an intermediate node replies to the originator of the RREQ with
an RREP. With the G-flag set, the intermediate node will also send a new RREQ towards the destination for which it
has replied with an RREP, to ensure that the route from the intermediate node to the destination is still valid. If the
D-flag is set, the state of the G-flag is irrelevant, since there are no intermediate nodes replying to RREQs.

The RREQ potentially reaches all nodes in the network, while the RREP only reaches the nodes involved in data
forwarding over a unicast path. To prevent unnecessary network-wide dissemination of RREQs, the originating node
may use the Expanding Ring Search (ERS)-technique. With ERS, the originating node starts searching for a route
using a small TTL in the RREQ packet along with a timeout for receiving a RREP. If the destination is not found
within the TTL vicinity, the source originates a new search with a higher TTL. This continues until the TTL exceeds
a configurable TTL THRESHOLD. Beyond this threshold, the whole network is searched independent of the size.

The node can detect the link as broken either via Link Layer Notification (LLN), where the Medium Access
Control (MAC) layer notifies the routing protocol of the broken link, or explicit HELLO packets sent both ways on
the link between the source/forwarder node and its downstream peer. If a path is broken, AODV repairs the route by
sending a Route ERRor (RERR) packet upstream to the source. This requires the ability of the node upstream to the
link break to detect the link as broken. When the source receives the RERR packet, it restarts the route discovery
process by broadcasting a new RREQ packet with an incremented sequence number.

4. Unicast for swarming UAVs

4.1. The reason for unicast in UAV swarms

Drone swarms consist of a number of units that self-organize using a simple set of rules. Most commonly small,
the units have limited data processing capability. At the same time, several types of sensors can produce large volumes
of data. One relevant military application is surveillance, where one or several units with sensors generate a live video
feed with detected objects of interest.

The cooperating drones in a swarm need communication capabilities for two distinct uses. The first is for informa-
tion exchange among the swarm nodes themselves, i.e., swarm coordination. One-hop broadcast packet exchanges fit
very well with this purpose. The second is a method to convey sensor information from an information source to the
swarm gateway.

Unicast is the preferred communication method whenever data is sent from the swarm nodes towards one or more
consumers which may be external to the swarm itself. The main reason is the nature of the traffic flow as a stream
of data towards a common gateway, which in combination with the potentially large numbers of network nodes in
a swarm makes unicast more efficient than broadcast. Unicast also provides more reliability than broadcast, due to
MAC layer retransmissions per link.

4.2. The mobility challenge

Unicast struggles with numerous challenges in UAV swarm networks, spanning from interference and hidden
nodes, to fluctuating links and link breaks caused by mobility [2]. In this paper, we focus on mending mobility-
induced challenges.

Unicast information exchange over multiple hops requires routing, which is more challenging in a mobile environ-
ment. The inherent nature of the swarm as a mobile topology creates the potential for link breaks during the informa-
tion transfer. The Internet Protocol (IP) was not designed for end-to-end connections in highly mobile environments.
While MAC layer retransmissions can increase the link robustness, this does not ensure end-to-end reliability. Packets
may be lost after a number of retransmissions. Lost datagrams on intermediate links or nodes are not recovered in the
network itself. Instead, recovery relies on functionality in the end-nodes, such as retransmissions by the Transmission
Control Protocol (TCP). Thus, IP datagram forwarding favors stable paths, where fewer datagrams are lost.

Stable paths and the goal of a mobile and agile swarm are conflicting goals. A mobile swarm application is typically
designed around its sensors, while networking is a supporting functionality. Swarm node mobility is tailored for use in
a specific type of environment. This creates both possibilities and challenges for routing. Possibilities due to the ability
to align routing and swarm node mobility, and challenges due to the high degree of mobility. Routing and forwarding
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should be tailored to the swarm application itself and, through this, the sensors and its operational environments. This
is especially important in sparse swarms, where each network node has few neighbors.

In addition to routing, transmitting IP packets over a multihop network also involve interaction between the MAC
layer and the network layer. As a unicast packet makes its way between the source and the destination, the packet
forwarder needs to resolve the MAC address of the packet’s next hop using the Address Resolution Protocol (ARP).
The ARP keeps a cache of recently resolved tiers of IP and MAC addresses. If the ARP cache does not contain an ARP
entry for the IP next hop, the sender must request this MAC address. This is done using an ARP request packet. The
packet initiating the ARP request is put in the ARP request queue. The unicast packet forwarder broadcasts an ARP
request searching for the packet’s IP next hop. If the ARP request is successfully received by the next hop, this node
sends an ARP reply back to the ARP requester. Upon receiving the ARP reply, the ARP requester commences to send
the unicast packet onwards to the next hop. The ARP entries are regularly timed out and refreshed using new ARP
requests. If the link is stale, there will be no reply to this ARP request. The sender will send multiple ARP requests,
and at last discard the packet that initiated the ARP request. However, this will put a hold on all packets in the queue
that lack an ARP entry, and new packets to the same destination will cause older packets to be discarded if the ARP
request queue is full.

When nodes move, paths can be broken. Until the routing protocol detects that a path is broken, we consider the
links that no longer work to be stale links. In the meantime, packets are routed to a next hop that isn’t available and
put in the output queue (the egress queue). Link breaks can be detected by notifications from the MAC layer, but this
depends on the MAC layer implementation. More commonly, link breaks are detected by missing HELLO packets.
A link timeout is typically set to three times the HELLO period. Consequently, packets are forwarded based on stale
route entries in the period from an occurring link break until the stale link is purged in favor of a new valid link. In
wireless homogeneous networks, the incoming interface is also the outgoing interface. The egress queue holds packets
assigned with different next hop addresses. This is especially problematic when packets are transmitted using stale
route information, since packets being forwarded based on stale route entries end up being discarded at the MAC layer
after being attempted transmitted on the wireless channel a number of times. In the meantime, this behavior causes
head-of-queue blocking.

4.3. Mending the mobility-induced challenges

The challenges generated by mobility can be addressed in several ways:

• The performance of the routing protocol can be improved by increasing the frequency, and thereby load, of
signaling packets to detect and disseminate changes [3].
• The traffic can be made more resilient against mobility through mechanisms for Delay Tolerant Networking

(DTN) [5].
• Relayed packets may be routed just-in-time before forwarded onwards through ingress queuing and routing on

egress [8].
• Finally, as the swarm nodes are very mobile, the topology can be adjusted according to the communication

needs [9]. Our solution is a variant of this approach.

Historically, the main focus has been on adapting to the current topology. However, with the introduction of drones,
the focus has moved more towards constructing a topology that better facilitates routing and traffic forwarding than
if left alone. The topology can be improved based on requirements given by the swarm application. The traffic type
(e.g., unicast, multicast or broadcast) and the expected traffic pattern will define different requirements that can result
in several variants of optimized topologies. Routing protocols contributing to physical topology changes can induce
more complexity, due to unwanted or uncontrolled mobility from the routing protocol perspective.

In our paper, we propose to manipulate the topology through simple use of the signaling packets of AODV to freeze
nodes that are needed as part of the forwarding path between a sensing swarm node and the consumer of the data.
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should be tailored to the swarm application itself and, through this, the sensors and its operational environments. This
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packet initiating the ARP request is put in the ARP request queue. The unicast packet forwarder broadcasts an ARP
request searching for the packet’s IP next hop. If the ARP request is successfully received by the next hop, this node
sends an ARP reply back to the ARP requester. Upon receiving the ARP reply, the ARP requester commences to send
the unicast packet onwards to the next hop. The ARP entries are regularly timed out and refreshed using new ARP
requests. If the link is stale, there will be no reply to this ARP request. The sender will send multiple ARP requests,
and at last discard the packet that initiated the ARP request. However, this will put a hold on all packets in the queue
that lack an ARP entry, and new packets to the same destination will cause older packets to be discarded if the ARP
request queue is full.

When nodes move, paths can be broken. Until the routing protocol detects that a path is broken, we consider the
links that no longer work to be stale links. In the meantime, packets are routed to a next hop that isn’t available and
put in the output queue (the egress queue). Link breaks can be detected by notifications from the MAC layer, but this
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• The performance of the routing protocol can be improved by increasing the frequency, and thereby load, of
signaling packets to detect and disseminate changes [3].
• The traffic can be made more resilient against mobility through mechanisms for Delay Tolerant Networking

(DTN) [5].
• Relayed packets may be routed just-in-time before forwarded onwards through ingress queuing and routing on

egress [8].
• Finally, as the swarm nodes are very mobile, the topology can be adjusted according to the communication

needs [9]. Our solution is a variant of this approach.

Historically, the main focus has been on adapting to the current topology. However, with the introduction of drones,
the focus has moved more towards constructing a topology that better facilitates routing and traffic forwarding than
if left alone. The topology can be improved based on requirements given by the swarm application. The traffic type
(e.g., unicast, multicast or broadcast) and the expected traffic pattern will define different requirements that can result
in several variants of optimized topologies. Routing protocols contributing to physical topology changes can induce
more complexity, due to unwanted or uncontrolled mobility from the routing protocol perspective.

In our paper, we propose to manipulate the topology through simple use of the signaling packets of AODV to freeze
nodes that are needed as part of the forwarding path between a sensing swarm node and the consumer of the data.
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5. Freezing the unicast traffic paths

In this work, we propose a simple, but effective, method to secure stable paths for unicast flows through freezing
swarm nodes in position. Our goal is to provide stable paths, while limiting the impact on the swarm application
and the involved sensors. The act of freezing nodes reduces the number of mobile sensors and hence also the swarm
application capabilities. Hence, there will be a trade-off between the ability of the swarm to perform its application
and sustaining the unicast flow.

AODV signaling can be exploited in two ways in order to freeze nodes. Either one can freeze on the propagation
of RREQ through the swarm, or one can freeze on the returning RREP. In addition to the two solutions based on
AODV signaling, node freeze can wait until the unicast data traffic has started propagating over the established path.
This would avoid freezing on what may turn out to be failed AODV route discovery-processes. This last solution will
also work independently of routing protocols. The three ways of freezing the forwarding path explore the trade-off
between the consideration to the swarm application and the need for stable paths for information out of the swarm.
Hence, the three proposed freeze methods are:

• Freeze upon receiving AODV RREQ – rreq
• Freeze upon receiving AODV RREP – rrep
• Freeze on the first forwarded datagram – fwd

The first method, rreq, uses the AODV RREQ packet as a freeze trigger. This method is the most invasive on the
swarm application, freezing all nodes that receive the RREQ packet, regardless of whether they are needed to form
the unicast path. We use the AODV ERS technique to prevent all nodes from freezing at every new route search.
Nevertheless, the result of employing this method will be that a large number of nodes are frozen unnecessarily. It
will be important to release them back to the control of the swarm application. Therefore we employ a soft timer. The
timer is set upon receiving the first RREQ, and updated on consecutive RREQ and subsequently on the forwarded
datagrams.

The second method, named rrep, uses the AODV RREP packet as a freeze trigger. The method aims to balance the
likelihood of obtaining a stable operational path, while not drawing too many resources from the swarm application
itself. The rrep leaves more nodes to the swarm application and its mobility pattern. The rrep solution can be seen
as an optimization of rreq in terms of leaving more control to the swarm application when it comes to controlling a
node’s mobility pattern. Instead of freezing on received RREQ, it stays mobile and freezes only on a received RREP.
Hence, only the nodes required for forwarding over the path will freeze. Compared to the previous method using
RREQ, using RREP runs the risk of link break during the exchange of the RREQ and RREP. The method is more
vulnerable to the combination of high mobility and the number of hops between source and destination. The benefit
is the preservation of stable paths, while fewer resources are drawn from the swarm application. The frozen state of
the nodes involved in the route is only maintained as long there are unicast datagrams forwarded over the route.

The third method, fwd, does not rely on AODV route signaling to trigger freeze. Instead it only freezes the node
on datagram forwarding. A node is controlled by the swarm application until a new to-be-forwarded unicast datagram
is received. That is, a node only freezes on unicast datagrams (RREP exempt). Similar to the freeze on RREQ and
RREP, this method uses a soft-timer to release a frozen node back to the mobility requested by the swarm application.

As mentioned above, the maintenance and removal of the nodes’ freezing condition is based on a soft timer. A soft
timer is initiated upon either receiving RREQ, RREP or the first datagram using the new constructed route entry. The
soft timer is further updated whenever a datagram is forwarded and associated with the route entry connected to the
RREQ/RREP or fwd. If no datagram is being forwarded, the freeze expires along with the route information.

The methods’ main goal is the same, that is to provide a stable End-to-End (E2E) path. Their main differences can
be divided in two: 1) the difference in elapsed time from the source initiates the first RREQ to the data forwarding
nodes have established a stable path, and 2) the number of nodes affected and the associated costs.
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Table 1: Default simulation parameter settings.

Parameter Setting
Communication frequency 2.4 GHz
Propagation model Two-ray-ground
UAV antenna altitude 10 m
Control rate 1 Mbps
Data rate 1 Mbps
MAC protocol IEEE 802.11b
MTU 1500 bytes
Data packet size 1250 bytes
Traffic start 0 s
Traffic start jitter 30 s
Measurement start 30 s
Measurement stop 330 s
Traffic flow duration 30 s
Pause between traffic flows ±0.5 s
Sampling times 1 s
Confidence interval 95%
Simulation time per run 360 s
Number of runs per data point 10

6. Simulations

6.1. Simulation setup

The simulations are run in the ns-3 [1] simulator (version 3.35) on an area of 7.5x2.0 km2. The routing protocol is
AODV and the topology consists of 31 nodes where one is a sink and placed at the rightmost edge in the y-axis center.
The sink node altitude is 2 m, while the swarm nodes fly at 10 m altitude.

The sink node is static, while all others are moving. The nodes move according to the Random Waypoint Mobility
Model (RWMM) with no pause time. This means that each node will pick a random waypoint (in the simulation area)
and move towards it with a constant speed until the waypoint has been reached. The process then repeats immediately.
Note that the node pauses its motion when frozen, and resumes moving when the frozen status is timed out.

The packet size is 1250 bytes plus IP and UDP headers. The Maximum Transmission Unit (MTU) is below the
fragment threshold, i.e., no packets are fragmented at the MAC layer. The traffic load depends on the number of
flows. It is tuned so that all sources generate and send one packet per second. For one flow this amounts to a load of
10 kbps. At 30 flows, this amounts to a load of 300 kbps. The traffic pattern is as follows: for each simulation, one
or multiple nodes (depending on the number of packet flows simulated) generate traffic for 15 s, after which another
randomized set of nodes start sending traffic for 15 s. The traffic is directed from one or multiple random nodes (1
to 31) towards the sink node (node 0). Request-to-Send/Clear-to-Send (RTS/CTS) is enabled for all unicast packets.
Simulation results with varying number of flows are included to illustrate the effect on node mobility, and thus the
amount of time where the swarm application itself has control over the mobility pattern.

The simulations employ the two-ray ground propagation model, which dictates that each wireless link consists of
a line-of-sight component and a single ground-reflected component.

The IEEE 802.11 MAC is employed in these simulations. It has an interface to notify the routing protocol of link
breaks using LLN, and thus AODV HELLO packets are disabled. Further, to fully take advantage of the freeze on
routing signaling, we depart from the default AODV setup in two ways: 1) the ”Gratuitous Reply” (G)-flag is unset
and the ”Destination Only” (D)-flag is set. The rest of the simulation parameters are shown in Table 1.

6.2. Sustaining a unicast flow

We begin by examining the results for simulations with one unicast flow (Fig. 1), comparing the three different
freeze methods with baseline AODV. The Packet Delivery Ratio (PDR) (Fig. 1 (TL)) for the baseline AODV (base 1)
are clearly affected by the increasing node velocity, falling from almost 100% at 1 m/s to 82% at 20 m/s.
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Fig. 1: Simulation results for sustaining one unicast flow. Results for standard AODV (base), rreq, rrep and fwd for increasing node velocities: (TL)
Packet delivery ratio; (TR) Packet loss from the WiFi MAC queue; (B) Average resulting velocity.

The main reason for the declining PDR is the failure to successfully transmit already routed packets to the next
hop. Packets are lost from the MAC transmission queue (Fig. 1 (TR)) because of the input rate exceeding the output
rate and packets timing out from the queue (maximum time in queue is 0.5 s). In our configuration, the total offered
traffic is below the congestion point, and the reason for the growing queue is mobility, whereby packets are tried
sent to unreachable next hop addresses. An attempted transmission to an unreachable next hop node leads to head-of-
queue blocking [7]. This is because the node has to unsuccessfully transmit the stale packets until the transmission
threshold expires before discarding the packets. Furthermore, many Carrier Sense Multiple Access / Collision Avoid-
ance (CSMA/CA) protocols use exponential backoff in the event of transmission failure, in addition to defer time
when detecting an ongoing transmission. Therefore, the node network capacity decreases exponentially with the num-
ber of failed transmissions and detected ongoing transmissions. Consequently, the queued packets experience longer
queuing times, and the MAC transmission queue will grow as the transmission time increases. In mobile wireless
networks, the challenge is therefore mainly to reduce the influence of error prone links and stale route entries into the
routing protocol.

The difference between the baseline and the freeze solutions’ results is explained by:

1. The freeze solutions provide stable paths.
2. Packets are mainly discarded at the source before being transmitted. Head-of-queue blocking [7] is mitigated.

The RREQ-freeze method benefits from E2E stable paths (1), which again reduces the mobility associated chal-
lenges. With RREQ-freeze, packets that are otherwise discarded due to stale next hop addresses are preserved. As a
result, nodes spend less time incorrectly in back-off, thus reducing the packet loss from the MAC transmission queue
and improving the channel utilization, further achieving higher PDR.

Freeze shifts the packet drop probabilities from the intermediate nodes back to the source (2). A consequence of
stable paths is reduced packet drop due to mobility issues. Hence, packet drop at intermediate nodes are mainly caused
by hidden node or other medium caused challenges and is further related to traffic volume and traffic pattern. In low
traffic situations, lost packets are mainly caused by route discovery failures and thus discarded before handed to IP
forwarding.
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Fig. 2: Results for all methods in a topology with 20 m/s velocity for an increasing number of simultaneous flows: (TL) Packet delivery ratio; (TR)
Packet loss from the ARP request queue; (BL) Packet loss from the WiFi MAC queue; (BR) Average resulting velocity.

There is also some loss caused by packet drops due to route error. This loss is stable at around 2%, and is caused
by the topology being partitioned at some times, which limits the success ratio of the routing protocol.

Looking at the PDR results for the three freeze solutions (Fig. 1 (TL)), we see that all three are successful in
limiting the impact of increasing mobility on the PDR. There is almost no packet loss at 20 m/s for any of the three
solutions. The three solutions perform significantly better than the baseline results at increasing velocities.

Looking at the resulting velocity of the swarm (Fig. 1 (B)), we see that the rreq is the most invasive solution,
freezing as early as possible, and impacting the most nodes. The result is the lowest average velocity of the solutions
and the baseline. The baseline results show no reduction in average velocity, as expected. The rreq reduces the velocity
by around a third. The rrep and fwd solutions are indistinguishable, both reducing the average velocity by around 10%
of the set velocity.

Node mobility (Fig. 1 (B)) is correlated to the configured freeze method combined with the time distribution for
route discovery. Each received RREQ pauses the receiving node for a configured time. Clearly, the time distribution
for when initiating route discovery impacts both the number of nodes freezing, and their accumulated time spent in
freeze as seen in Fig. 1 (B). Since rreq freezes all nodes, the only parameter a network operator can optimize is when
to start new route discovery with regards to node velocity.

To summarize the one flow results, the proposed solutions are all capable of sustaining a unicast traffic flow in
a swarm topology at high mobility. For rrep and fwd there is little reduction of the resulting average node velocity.
However, for rreq, the reduction is around a third. And with a higher number of simultaneous flows, the impact on the
resulting average velocity is expected to increase further.

6.3. Sustaining multiple simultaneous unicast flows

Fig. 2 shows simulation results for a topology with 20 m/s node velocity at an increasing number of simultaneous
flows. Fig. 2 (TL) shows that for a topology at 20 m/s, the baseline AODV (base 20mps) first increases its PDR with
an increasing number of flows, before it starts to plummet at 20 simultaneous flows. However, the PDR for baseline
AODV is outperformed by all three freeze solutions.

The three freeze solutions all achieve their best performance at one flow. They do not experience an increase in
PDR as the number of flows grows. This is in contrast with the baseline results. The reason for this contrast is as
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resulting average velocity is expected to increase further.

6.3. Sustaining multiple simultaneous unicast flows

Fig. 2 shows simulation results for a topology with 20 m/s node velocity at an increasing number of simultaneous
flows. Fig. 2 (TL) shows that for a topology at 20 m/s, the baseline AODV (base 20mps) first increases its PDR with
an increasing number of flows, before it starts to plummet at 20 simultaneous flows. However, the PDR for baseline
AODV is outperformed by all three freeze solutions.

The three freeze solutions all achieve their best performance at one flow. They do not experience an increase in
PDR as the number of flows grows. This is in contrast with the baseline results. The reason for this contrast is as
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follows. The freeze solutions will only trigger a lasting freeze in an unpartitioned topology between the source and
the sink. Only when there is a viable path between the source and the sink, this subset of the topology will remain
frozen. Until that time, the topology, or parts of the topology, stays mobile until the path can be established. Thus, it
is an inherent mechanism of the freeze solutions to work towards an unpartitioned topology. This is particularly easy
to see with the rrep and fwd solutions. The nodes will only freeze when the RREP is successfully delivered back to
the RREQ source and data is forwarded. This requires a connected E2E path. For the rreq solution, larger parts of the
topology may be frozen by the RREQ. This happens without a guarantee that the topology from the source to the sink
is unpartitioned. However, the nodes beyond the reach of the RREQ will stay mobile. This increases the probability
of them being in a better position at a later time. A better position is one where they can be part of connecting the
source(s) and the sink.

The PDR results (Fig. 2 (TL)) show that the three freeze solutions have some resilience to the increasing number
of flows, compared to the baseline results, but nevertheless there is a decline. At a lower number of flows, the PDR
for the fwd solution is marginally lower than the two other solutions, while at a high number of simultaneous flows,
the rreq seems to struggle a little more than the two others. The decline of the PDR at increasing number of flows
can be explained by the combination of concurrent flows, and the dependence on the reactive routing protocol AODV.
Hence, the observed results are not strictly correlated to our freeze method, but more towards AODV as a reactive
routing protocol and its associated traffic load.

The reason for the PDR decline with the number of flows (Fig. 2 (TL)) is attributed to two main causes:

1. The inability to sufficiently regulate searches in AODV.
2. Stale route entries and resulting ARP request queue loss.

To the first point, AODV does not have mechanisms to balance the ongoing number of searches according to the
network carrying capacity. In a situation where there are multiple sources, and especially if the sources are searching
for the same destination, a search storm can occur. This problem is amplified in sensor networks where multiple
sensors are triggered by the same observation. Multiple sensors triggered by the same observation at the same time
searching for the same sink will lead to a search storm.

To the second point, the steady decline of the PDR for all solutions at the higher number of flows is directly
connected to the packet loss from the ARP request queue (Fig. 2 (TR)), due to the traffic flows sharing a common
destination. The impact is higher with increased distance from the sources towards the common destination or gateway.

Further, we observe that the packet loss from the MAC transmission queue (Fig. 2 (BL)) is very low for the
three freeze solutions. Interestingly, the relative packet loss from the MAC transmission queue is first reduced for
the baseline results before they start growing with a higher number of simultaneous flows. The reason for the initial
reduction is explained by the number of simultaneous flows reducing the impact of any source node partitioned from
the sink. At the higher number of simultaneous flows, the MAC transmission queue loss starts growing even for the
three freeze solutions, indicating an amount of queue blocking. The probability of queue blocking increases closer to
the sink node.

The resulting average node mobility (Fig. 2 (BR)) shows how the number of freezing nodes and their accumulated
time in freeze correlates to AODV and its ERS configuration, the number of route searches and the traffic flows’ time
distribution and average flow duration. Since rreq stops node mobility on received RREQ packets, the average node
mobility declines more with the number of nodes and their searches, compared to the other freeze solutions. The rrep
has a lower impact on the swarm’s mobility than rreq. For one flow, the average resulting velocity is reduced by half,
compared to rreq, but for increasing number of simultaneous flows rreq quickly brings the topology to a stop, while
the two other freeze solutions are less impacted by the growing amount of simultaneous flows.

6.4. General observations

Surveillance swarm applications require swarm nodes to have a proper geographic distribution. The act of freezing
nodes reduces the number of mobile sensors and hence also the swarm’s surveillance capabilities. Manipulating the
physical behavior of the nodes thus lead to unexpected and unwanted swarm effects. We have observed a clumping
effect of the freeze solutions. This behavior is more pronounced for the rreq than for the rrep (Fig. 3). The use of a
swarm-coordination algorithm instead of the RWMM would counter this effect.
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Fig. 3: End state for two simulated topologies after 300 s with RREQ-freeze and RREP-freeze: (L) RREQ-freeze; (R) RREP-freeze.

7. Conclusions and future work

In this paper, we have evaluated three solutions to sustain unicast flows for sensor traffic. With the solutions, a subset
of the nodes in the swarm freeze to sustain temporary flows of unicast traffic. There is a trade-off between stable paths
for the unicast flows and the mobility of the swarm. Freezing on RREQ gives the most stable environment for unicast,
but is at the same time the most invasive solution, reducing the mobility the most. At the other end, triggering freeze
on forwarded data traffic has the lowest impact on mobility, and is able to maintain throughput performance with
increasing mobility. Freezing on RREP has similar throughput performance as freezing on forwarded traffic, although
RREP-freeze is expected to be better for long paths where the path is at an increased risk of breaking in the route setup
time. Although this study has focused on the AODV signaling as freeze trigger mechanism, freezing on forwarding
seems to be able to provide stable paths for unicast forwarding. This indicates that the mechanism could be helpful in
a network without AODV signaling as well.

The results are very promising, but the presented solutions need to be better integrated with swarm coordination
algorithms to be of any practical use. The solutions in this paper demonstrate only basic methods for improving con-
ditions for unicast flows in swarm networks. Future work in this direction should include integration with swarm
coordination algorithms and exploiting methods to tune the selection of freezing nodes, e.g., a combination of will-
ingness and a more nuanced freeze on RREQ. Another venue to explore is to address the observed challenges with
regards to freeze and the challenge of multiple simultaneous unicast flows. When a sensor has something to report,
there is high probability that others nearby will desire to report the same information. If left unhandled, this creates
an information storm, creating collisions and congestion, in addition to bringing the mobility of the swarm down.
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follows. The freeze solutions will only trigger a lasting freeze in an unpartitioned topology between the source and
the sink. Only when there is a viable path between the source and the sink, this subset of the topology will remain
frozen. Until that time, the topology, or parts of the topology, stays mobile until the path can be established. Thus, it
is an inherent mechanism of the freeze solutions to work towards an unpartitioned topology. This is particularly easy
to see with the rrep and fwd solutions. The nodes will only freeze when the RREP is successfully delivered back to
the RREQ source and data is forwarded. This requires a connected E2E path. For the rreq solution, larger parts of the
topology may be frozen by the RREQ. This happens without a guarantee that the topology from the source to the sink
is unpartitioned. However, the nodes beyond the reach of the RREQ will stay mobile. This increases the probability
of them being in a better position at a later time. A better position is one where they can be part of connecting the
source(s) and the sink.

The PDR results (Fig. 2 (TL)) show that the three freeze solutions have some resilience to the increasing number
of flows, compared to the baseline results, but nevertheless there is a decline. At a lower number of flows, the PDR
for the fwd solution is marginally lower than the two other solutions, while at a high number of simultaneous flows,
the rreq seems to struggle a little more than the two others. The decline of the PDR at increasing number of flows
can be explained by the combination of concurrent flows, and the dependence on the reactive routing protocol AODV.
Hence, the observed results are not strictly correlated to our freeze method, but more towards AODV as a reactive
routing protocol and its associated traffic load.

The reason for the PDR decline with the number of flows (Fig. 2 (TL)) is attributed to two main causes:

1. The inability to sufficiently regulate searches in AODV.
2. Stale route entries and resulting ARP request queue loss.

To the first point, AODV does not have mechanisms to balance the ongoing number of searches according to the
network carrying capacity. In a situation where there are multiple sources, and especially if the sources are searching
for the same destination, a search storm can occur. This problem is amplified in sensor networks where multiple
sensors are triggered by the same observation. Multiple sensors triggered by the same observation at the same time
searching for the same sink will lead to a search storm.

To the second point, the steady decline of the PDR for all solutions at the higher number of flows is directly
connected to the packet loss from the ARP request queue (Fig. 2 (TR)), due to the traffic flows sharing a common
destination. The impact is higher with increased distance from the sources towards the common destination or gateway.

Further, we observe that the packet loss from the MAC transmission queue (Fig. 2 (BL)) is very low for the
three freeze solutions. Interestingly, the relative packet loss from the MAC transmission queue is first reduced for
the baseline results before they start growing with a higher number of simultaneous flows. The reason for the initial
reduction is explained by the number of simultaneous flows reducing the impact of any source node partitioned from
the sink. At the higher number of simultaneous flows, the MAC transmission queue loss starts growing even for the
three freeze solutions, indicating an amount of queue blocking. The probability of queue blocking increases closer to
the sink node.

The resulting average node mobility (Fig. 2 (BR)) shows how the number of freezing nodes and their accumulated
time in freeze correlates to AODV and its ERS configuration, the number of route searches and the traffic flows’ time
distribution and average flow duration. Since rreq stops node mobility on received RREQ packets, the average node
mobility declines more with the number of nodes and their searches, compared to the other freeze solutions. The rrep
has a lower impact on the swarm’s mobility than rreq. For one flow, the average resulting velocity is reduced by half,
compared to rreq, but for increasing number of simultaneous flows rreq quickly brings the topology to a stop, while
the two other freeze solutions are less impacted by the growing amount of simultaneous flows.

6.4. General observations

Surveillance swarm applications require swarm nodes to have a proper geographic distribution. The act of freezing
nodes reduces the number of mobile sensors and hence also the swarm’s surveillance capabilities. Manipulating the
physical behavior of the nodes thus lead to unexpected and unwanted swarm effects. We have observed a clumping
effect of the freeze solutions. This behavior is more pronounced for the rreq than for the rrep (Fig. 3). The use of a
swarm-coordination algorithm instead of the RWMM would counter this effect.
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Fig. 3: End state for two simulated topologies after 300 s with RREQ-freeze and RREP-freeze: (L) RREQ-freeze; (R) RREP-freeze.

7. Conclusions and future work

In this paper, we have evaluated three solutions to sustain unicast flows for sensor traffic. With the solutions, a subset
of the nodes in the swarm freeze to sustain temporary flows of unicast traffic. There is a trade-off between stable paths
for the unicast flows and the mobility of the swarm. Freezing on RREQ gives the most stable environment for unicast,
but is at the same time the most invasive solution, reducing the mobility the most. At the other end, triggering freeze
on forwarded data traffic has the lowest impact on mobility, and is able to maintain throughput performance with
increasing mobility. Freezing on RREP has similar throughput performance as freezing on forwarded traffic, although
RREP-freeze is expected to be better for long paths where the path is at an increased risk of breaking in the route setup
time. Although this study has focused on the AODV signaling as freeze trigger mechanism, freezing on forwarding
seems to be able to provide stable paths for unicast forwarding. This indicates that the mechanism could be helpful in
a network without AODV signaling as well.

The results are very promising, but the presented solutions need to be better integrated with swarm coordination
algorithms to be of any practical use. The solutions in this paper demonstrate only basic methods for improving con-
ditions for unicast flows in swarm networks. Future work in this direction should include integration with swarm
coordination algorithms and exploiting methods to tune the selection of freezing nodes, e.g., a combination of will-
ingness and a more nuanced freeze on RREQ. Another venue to explore is to address the observed challenges with
regards to freeze and the challenge of multiple simultaneous unicast flows. When a sensor has something to report,
there is high probability that others nearby will desire to report the same information. If left unhandled, this creates
an information storm, creating collisions and congestion, in addition to bringing the mobility of the swarm down.
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